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ABSTRACT

The Fast Fourier Transform (FFT) is a widely used numer-
ical algorithm. When N input data points lead to only
k ≪ N non-zero coefficients in the transformed domain, the
algorithm is clearly inefficient: the FFT performs O(NlogN)
operations on N input data points in order to calculate only
k non-zero or large coefficients, and N − k zero or negligi-
bly small ones. The recently developed sparse FFT (sFFT)
algorithm provides a solution to this problem. As are those
for the FFT, sFFT algorithms are complex and still com-
putationally challenging. The computational difficulties are
mainly due to memory access patterns that are irregular and
dynamically changing. Modern compute platforms are ex-
clusively based on multi-core processors, therefore a natural
path to enhance the sFFT’s performance is to exploit par-
allelism. This is the approach chosen in this work. We have
analyzed in detail and parallelized the most time consuming
segments of the algorithm. Our parallel sFFT (PsFFT) im-
plementation achieves approximately 60% parallel efficiency
on a single 8-core Intel Sandy Bridge socket for relevant
test cases. In addition, we apply several techniques such as
index coalescing, data affiliated loops and multi-level block-
ing techniques to alleviate memory access congestion and
increase performance.

Categories and Subject Descriptors

G.4 [Mathematical Software]: Parallel and vector imple-
mentations
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The Discrete Fourier Transform (DFT) is a fundamen-
tal numerical algorithm used in a wide variety of disciplines
including audio, communication, wave simulations and cryp-
tography to name a few. The fastest algorithm that com-
putes a DFT is the Fast Fourier Transform (FFT) [1]. The
FFT maps signals from/to time (space) to/from frequency
(wavenumber) domain. Without loss of generality, we con-
fine the subsequent presentation to the example of the for-
ward transform from time to frequency domain. The FFT
performs the same number of calculations irrespective of
structure and sparsity of the data in the transformed do-
main. This is suboptimal because O(N logN) operations
on N input data points are performed to calculate N−k zero
coefficients for a k-sparse output signal. The MIT [2] and
Berkeley [3] groups each proposed a newer FFT algorithm
(termed sFFT) that employs the sparsity of the signal to
perform a faster FFT. This sFFT algorithm is non-iterative
in estimating the large Fourier coefficients with provable
bounds on the number of samples, the running time, and
the amount of storage. This is of key interest to areas such
as video/audio processing where signals are often sparse.
Unlike other sFFT methods, the approach followed by Has-
sanieh et al. [2] is applicable to approximately sparse signals
which are of higher practical significance.

The key idea in [2] is to use special signal processing fil-
ters, notably the Gaussian and Dolph-Chebyshev filters, and
perform FFTs only on small sections of the (generally non-
sparse) input data. The authors propose to select a set of
large bins that are likely to contain large coefficients and
directly estimate all frequencies in those bins without using
inefficient binary searches for this task. Since this approach
is structurally simpler, a considerable extension to the range
of sparsity, k, is possible for which the algorithm is faster
than FFT. This is useful since there is an increasing number
of applications that handle sparse data.

Here we have used the original sequential sFFT implemen-
tation from MIT as the basis. sFFT is memory bound (end
of Section 2.2) therefore the performance of the algorithm is
limited. Memory hierarchies, memory access pattern strate-
gies and a modified data layout can be applied to improve
performance. Furthermore, portions of the algorithm could
benefit from concurrent execution. The profiling results dis-
cussed in Section 2.2 show that two of the main stages in
the algorithm related to finding the location of the large co-
efficients are consuming most of the execution time. These
are the permutation and filtering and the estimation stages.
The algorithm can achieve considerable speedup on a multi-
core platform if these portions are efficiently parallelized.



Parallelizing sparse computations is not straightforward in
general. In particular, loop-carried dependencies that intro-
duce synchronization overhead, dynamic and irregular mem-
ory access patterns pose difficult challenges. In this work,
we are using the OpenMP directive-based portable parallel
programming model for its simplicity and portability across
different platforms and architectures. OpenMP [4] is a well-
known industry standard for shared memory parallel pro-
gramming.

In summary, the contributions of this paper are:
• Parallelization of the original sFFT implementation.
• Presentation of our parallel implementation (PsFFT).
• Discussion of the optimization techniques employed.
• Performance evaluation on a wide range of representa-

tive test cases.
Organization of the rest of this work is as follows: In

Section 2, the stages of the sFFT algorithm are described.
In Section 3, we present the techniques and optimizations
used to improve the sFFT performance. Section 4 presents
the performance characteristics, and the discussion of the
results is in Section 5. Finally, Section 6 draws conclusions
and describes future research directions.

2. SPARSE FFT
Many parallelized versions of the FFT exist (see, e.g., [5],

neither MIT nor the Berkeley groups have parallel versions
of their sFFT implementations. In our research, we con-
sider MIT’s sFFT for the case where the spectrum is ap-
proximately sparse (contrary to Berkeley’s approach, also
Berkeley’s implementation is not available), covering a wider
range of applications. Implementations handling the ap-
proximately sparse case (e.g. signals with noise) are consid-
ered to be more generic and robust.

2.1 Sparse FFT - A brief introduction
This section provides a general overview of the sparse FFT

algorithm. As introduced in [2], sFFT is a class of sub-linear
time algorithms for computing the DFT of a time domain
signal which is sparse in the frequency domain, i.e. very
few “large” coefficients are present in the frequency domain.
The algorithm achieves an efficient run time with low big-Oh
constant. For a typical case, the k -sparse Fourier transform
of run-time O(logN

√
Nk logN) is faster than FFTW [5] for

k up to O(N/ logN) (see Figure 1). The algorithm can be
broken into the following stages:

The first stage of the Algorithm 1 is a random permuta-
tion of the spectrum (input x) in time domain so that the
frequency domain coefficients are reordered. This will allow
the nearby nonzero coefficients to be separated hence reduc-
ing the hash collision issue. The permutation stage will be
repeated with different values of σ and τ until the solution
accuracy threshold is reached. In each iteration, those dif-
ferent values are needed in order to guarantee that different
locations of the signal spectrum get permuted. Therefore,
it is unlikely that a non-significant coordinate is repeatedly
collected and is falsely considered as one of the candidate
coordinates.

As shown in stage 2, a Gaussian filter is used because its
frequency response is nearly flat inside the pass region and
has an exponential tail outside it.

The key feature of the sparse FFT is that only portions
of the input spectrum are used to perform the FFT opera-
tion. This leads to sub-linear run time. It should be noted
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Figure 1: General view of the order of complexity
of both FFT and sFFT algorithms

that merely sampling several points out of a signal is im-
possible because it leads to spectral leakage. That is, the
discontinuities introduced by splicing the signal will appear
as additional components in the frequency domain. There-
fore a filter is needed to smooth the sampling.

In stage 3 the permuted and filtered input y is now hashed
to a set of B buckets. Therefore y is sub-sampled, accumu-
lated, and then a B-size FFT is performed. Due to the
sparseness in the frequency domain and the spectrum per-
mutation, it is likely that only one large coefficient exists for
each bucket thus reducing the probability of hash collision.
In this context, hash collision happens only when one coef-
ficient is considered from a bucket that has multiple large
coefficients binned together, leading to loss of information.

Removing non-significant coefficients of the signal is the
purpose of stage 4. In stage 5, the B bins are mapped to the
input signal coordinates.

In stage 6 the original spectrum coefficients need to be
reconstructed. To that end, the potential locations of the
signals are found (location) and the values of the large co-
efficients are estimated (estimation). The purpose of the
location stage is to generate a list of candidate coordinates
I ⊂ [N ] that contain the locations of k significant non-zero
coefficients in x̂. The estimation stage computes the values
of the located coefficients.

2.2 Performance Characterization
The prototype implementation [6] is written in C++ and

utilizes the Standard Template Library. This implementa-
tion is single-threaded and does not fully exploit modern
hardware architectures.

Due to the nature of the sparse FFT algorithm, 20 dif-
ferent parameters influencing the accuracy, run-time and
memory footprint need to be provided. This large para-
metric space was analyzed, and the following parameters
were fixed for the set of experiments that were carried out
(basically we follow the parameters selected in [7]):

-M 256 -m 6 -L 10 -l 6 -r 2 -t 1e-8 -e 1e-8

Where M is the constant for the number of comb filter
buckets, and m is the number of times the comb filter is
running after the signal is permuted. L and l are the number
of estimation and location loop iterations, respectively. r is



Algorithm 1: Sparse FFT algorithm

Input: x ∈ C
n, k < N,L ∈ N

Output: k-sparse transformed vector x̂ Parameters:
σ,N, τ, d, k,B
Functions: Pσ,τ , G, hσ

for l = 1 → L do

1. Random spectrum permutation: Choose a
random number σ invertible mod N and τ ∈ [N].
Permute the input vector x with the permutation
Pσ,τ : (Pσ,τx)i = xσi+τ ;

2. Filtering: Using a flat window Gaussian function
G, compute the filtered and permuted vector
y = G · (Pσ,τx);

3. Sub-sampling and DFT: Compute ẑi = ŷi(N/B)

for i ∈ [B]. This is the DFT of zi =
∑⌈w/B⌉−1

j=0 yi+Bj ;

4. Cutoff : Only keep the d · k coordinates of
maximum magnitude in ẑ. Those are bins where
the non-negligible coefficients were hashed to;

5. Hash function: Define the “hash” function
hσ : [N ] → [B] that maps each of the n coordinates
of the input signal to one of the B bins. hσ(i) =
round (σiB/N);

6. Location: Let J contains the d · k coordinates of
maximum magnitude in ẑ. Output
I = i ∈ [N ] | hσ(i) ∈ J , which has size dkN/B;

7. Estimation: for i ∈ I , estimate x̂i as
x̂i

′ = ẑhσ(i)ω
τi/ĜOσ(i).

end

related to the number of large frequency coefficients in the
buckets and t and e set the noise level [6].

The parameters have major impact on performance. Since

-N [2^18, 2^28] -k [50, 10000] -B [2, 8] -E [1, 4]

the parameters B and E mainly influence the performance
of specific kernels, they have been set to −B 4 and −E 4
throughout this study while the remaining parameters for
were selected in order to produce balanced accuracy and
memory footprint results [7].

Figure 2 highlights an area representing 1-dimensional
data set sizes and sparsity levels typical of a group of in-
dustrial applications. Basically, this area of interest covers
nonzero or non-negligible coefficients k ranging from k=50
(very sparse data) up to k=5000, and the data set size N
varies from 218 (about 300000) up to 228 (about 300 mil-
lion). The last data set size can be pictured as a 2D plane
of 214 × 214 or a 3D volume of 210 × 29 × 29 scalar values,
although the datasets used for the experiments are intrin-
sically 1D and synthetic. sFFT execution times in the red
highlighted region (area of interest) fall below the FFTW
curve, the sFFT outperforms FFTW as a rule of thumb
when k <

√
N .

In terms of sensitivity with respect to the input parame-
ters, we identify the following two main cases:

0.001

0.01

0.1

1

10

100

18 20 22 24 26 28

E
la

p
s
e
 t
im

e
 [
s
]

Input data size (N, power of 2)

FFTW,

sFFT, k=50

sFFT, k=5000

sFFT, k=10000

Figure 2: Profiling Results for the MIT sFFT. One
curve per relevant k value
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Figure 3: Main components profiling results for the
MITs sFFT, varying N and k=1000

• Run time vs. signal size N
Figure 3 shows the plot when N varies for a fixed k
value. We fix the k value to 1000, and vary the size
of N from 218 to 228. From the profiling results, we
observe that the percentage of time taken by the per-
mutation and the filtering stages (which are performed
together as perm+filter) increases with N and is the
most time consuming portion while the time taken by
the estimation stage is decreasing.

• Run time vs. sparsity k
Figure 4 shows a plot varying k for a fixed value of
N. The value of N is fixed to 225. The percentage
of time taken by perm+filter stages increases and the
time taken by the estimation stage becomes dominant.
These comparisons imply that sFFT algorithm allows
the value of k to be large enough therefore enabling
a wider range of applications to profit from this algo-
rithm.

Our profiling results also show that the most computa-
tionally intensive stages in the algorithm are: perm+filter,
estimation and location.

The memory bandwidth consumption was measured using
Intel’s Vtune Amplifier tool. The experiments parameters
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Figure 4: Main components profiling results for the
MITs sFFT, N=225 and varying k

were N=225 and k=1000. The memory bandwidth achieved
for one core was 9.1 GB/s, whereas the best measured sus-
tainable peak bandwidth for random access patterns on a
test platform was around 10.5 GB/s. The MITs sFFT im-
plementation is therefore memory-bound, since it consumes
most of the available memory bandwidth.

3. PARALLEL SPARSE FFT
In this section, we discuss the challenges parallelizing the

sparse FFT algorithm and the optimization strategies adopted
to overcome them.

3.1 Challenges
The perm+filter and estimation stages are the two most

computationally intensive kernels. Figure 5 shows a code
snippet of the perm+filter stage, for the first two steps in
Algorithm 1 where index stores the stride for permuting

int index=b;

for(int i = 0; i < filter->sizet; i++) {
x_sampt [i%B] += origx[index] * filter ->time[i];

index = (index+ai) %n;
}

Figure 5: Code snippet of perm+filter stage imple-
mentation

the signal, while ai is the stride distance which corresponds
to the σ in the algorithm. The array origx is the original
signal and filter->time is the Gaussian filter in the time
domain. Note that the process will iterate filter->sizet

times instead of the signal size, because most of the elements
of the Gaussian filter are negligible, and it is sufficient to
only calculate these significant elements.

Let us delve into some of the challenges parallelizing this
loop. Firstly, since the next signal position to be permuted
depends on its previous, there is a loop-carried dependency
preventing the loop from being parallelized. Secondly, since
a permuted and filtered signal location in time domain will
be hashed into one of the buckets x_sampt, it is possible
that multiple signal locations will accumulate into the same
bucket. This leads to a parallel reduction problem. We
therefore have to guarantee that there is no collision in up-
dating the same bucket concurrently.

Furthermore, during the process of signal permutation the

stride can be large. The purpose of the large stride pattern
is to ensure that the significant Fourier coefficients in the fre-
quency domain are sufficiently separated so that the “hash
collision” does not occur. This will cause poor spatial and
temporal locality and irregular memory access pattern. We
found that the stride is larger than a page size. This im-
plies that the misses throughout the memory hierarchy will
negatively impact performance. For example, we found that
there were 1,549,536 L2 read misses when the array origx

was accessed 5,638,871 times, equivalent to 28% of the total
reads.

Optimizing irregular memory access pattern is challeng-
ing because of the complexity in the memory system. Also,
this irregular access pattern is dynamic; the data layout and
data access patterns are unknown until run-time and can
change during the computation. The unpredictable nature
of the memory access pattern prevents effective compiler
static analysis. Data transformation at run-time carries a
significant overhead due to the need of redirecting accesses
from the older layout to the transformed one.

We have addressed the optimization challenges posed by
the original MIT implementation and introduce a parallel
version of the algorithm. We also discuss the re-implementa-
tion of the algorithm in the next Section 4 that also faces
similar challenges. In the forthcoming sections we refer to
the original sequential implementation of MIT’s sFFT as
’orig’. Version 1.0 is our parallel implementation of ’orig’.
We also largely reimplemented MIT’s sFFT and extensively
optimized it. We parallelized this newly created sFFT im-
plementation and call it Version 2.0.

3.2 Implementation Description
We re-implemented the sparse FFT from C++ to C for

two reasons. First, compared to regular FFT algorithms,
the sparse FFT suffers from a low compute-to-memory ra-
tio, as well as indirect and irregular memory access patterns.
Achieving higher performance on modern computer archi-
tectures requires choosing a compact data structure. The
original MIT C++ implementation contained many complex
data structures like nested arrays. These create additional
levels of indirection, which suffer from inefficient cache uti-
lization. For instance, the original C++ implementation
used std::map to store the pair of location and value of
the estimated coordinates in frequency domain. std::map

is typically implemented as a binary tree which has aver-
age access time O(log k) (k is the number of element in the
tree). In our implementation, we used flat arrays and structs
where all data is stored sequentially. It leads to better cache
utilization.

Moreover, a simpler code structure in C makes it easier to
parallelize and guide compilers to better exploit code opti-
mization techniques, which is even more critical to achieve
high performance in emerging parallel architectures, such as
GPGPUs and Intel Xeon Phi architectures.

3.3 Parallel Sparse FFT

3.3.1 Index Coalescing

As is shown in Figure 5, the loop carried dependence for
updating the stride index impedes parallelization. A naive
approach to overcome this is using a “critical section” to se-
rialize the update. However this could cause a large perfor-
mance penalty because no parallelization occurs in the loop



itself. Hence we introduce an index coalescing approach that
eliminates the loop-carried dependence. When updating the
index value, instead of waiting for its previous result, the
basic idea of the index coalescing approach is to directly map
the index with the loop iteration i. That is:

index = b; // the first iteration;
index = (b + ai) % n; //the second iteration;

index = (b + 2*ai) % n; //the third iteration;
...

Updating the index can then be done independently by
each loop iteration thus eliminating the loop-carried depen-
dence:

for(int i = 0; i < filter ->sizet; i++) {
...

index = (b + i*ai) % n;
...

}

3.3.2 Data Affiliated Loops

The second challenge is the array parallel reduction of
x_sampt. Since the permuted and filtered signal in the time
domain will sum up in one of the buckets, we have to ensure
that there is no collision occurring when multiple threads
update the same bucket at the same time. One classical
approach is array expansion, but it was discarded because it
is expensive both in time and space.

In order to reduce the array parallel reduction overhead,
we deploy the data affiliated loops approach. We split the
iteration space into sets of collision-free iterations. A two
layered iteration space is created where the inner layer is
collision-free and suitable for a data-parallel mechanism,
such as OpenMP. Specifically, we partition the buckets into
a number of groups and each thread will only perform the
perm+filter stage of the signals belonging to its own group.
Thus there will no reduction collision. The signal mapping
to be permuted and filtered with the corresponding buckets
must be determined beforehand. Figure 5 shows the ar-
ray parallel reduction of the array x_sampt: The process of
hashing signals into buckets follows a round-robin fashion.
Thus the reduction collision only occurs between outer loop
iterations. For instance, when i runs to 0 to B-1, each per-
muted signal will be binned into one corresponding bucket
accordingly. The collision occurs only when i equals to 0, B,
2B, . . . when the signal accumulates in the same bucket.

Figure 6 shows the basic data affiliated loops approach.
Data with a color affiliated in the loop will be mapped to
buckets with the same color. Updating the buckets (x_sampt[B])
entails two steps. In the first step, each thread reads data
chunks from the first B elements of the filter and updates
the corresponding buckets. In the second step, threads have
to wait until all of them have finished updating the buckets
before moving onto the next round. In this approach there
will be no hash collision within each round of updating the
buckets. This performs better than the traditional array ex-
pansion approach because each thread only needs to handle
one chunk of the data instead of the whole set. There is also
no need to synchronize the global array at the end.

An Enhanced Data Affiliated Design: In the basic
data affiliated loops approach in Figure 6, a global barrier is
required between each round of updating the buckets. This
is because data chunks of the filter mapped into the same

Figure 6: Data affiliated loops approach – a basic
design

Figure 7: Data affiliated loops approach – an en-
hanced design

buckets can be hashed by different threads for each round
depending on the data layout in memory. For instance, in
Figure 6 the data in green will be affiliated with thread 0 in
the first round while with thread 1 in the second round and
thread 2 in the third round. A data race hazard between
each round exists and global synchronization is needed to
ensure that all threads finish updating the buckets before
moving to the next round.

However, the global synchronization impedes the complete
loop to be fully parallelized. It also causes large large over-
head when the number of threads increases. To address this
problem, we introduce an enhanced data affiliated loops ap-
proach, as shown in Figure 7. Unlike the basic approach
where the data is only affiliated within an inner loop itera-
tion; the enhanced design will ensure the data be affiliated
between each round as well. That is, the data chunks hash-
ing into the same bucket will always affiliate to the same
thread. For instance, in Figure 7, the data chunks in green in
the filter will be hashed into the same buckets of x_sampt
maintaining the same color. These data chunks are only af-
filiated with thread 0 in each round. As a result, the thread
that finishes one round will directly move to the next round,
asynchronously without having to wait for other threads to
be finished. The global barrier between each round is there-
fore eliminated.

3.3.3 Blocking techniques

sFFT is a memory bound algorithm (in particular the
perm+filter stage) with poor spatial locality, its performance
is highly limited by the available memory bandwidth. Hence
it is critical to enhance memory hierarchy utilization and to
redesign the data usage. Keeping data in cache or registers
therefore reducing memory bandwidth pressure is a must.
Here we applied multi-level blocking optimizations to fit into
a multi-level memory hierarchy.

Cache Blocking: In cache blocking the data is divided
into cache-line sized blocks and operations are carried on this
block in order to avoid repeatedly fetching data from main



memory. We divide the signal data, filter and buckets into
a number of cache-line sized blocks. Accessing the buck-
ets and filter is straightforward since they are unit stride.
Conversely, accessing the signal itself is irregular due to the
large-stride memory access pattern and leads to poor spatial
locality. However, since the signal is permuted periodically
(by n modulo), it is possible that the block accessed be-
fore will be hit in the near future. Hence cache blocking
can improve temporal locality. As discussed in Section 2,
the perm+filter stage is repeated a number of outer loop

times, thus sFFT further benefit from cache blocking over
multiple iterations to mitigate bandwidth bottlenecks.

TLB Blocking: TLB blocking is required because signif-
icant amount of page faults occurs during signal permuting
due to the large-stride irregular access pattern. Our ap-
proach is to divide the signal, filter and buckets in blocks
of page size. Therefore, the number of blocks is the mini-
mum number of pages that data reside in. This leads to the
minimum number of compulsory TLB misses.

Register Blocking: Register blocking reorganizes the
data into small dense blocks of size roughly the number of
machine registers. This eliminates the loads and stores by
reusing values that are in registers, and also by avoiding
spilling. We applied this technique to the basic block of
the two-level loop of perm+filter stage. Besides, combining
with other techniques such as loop unrolling and software
pipelining, we found this to be beneficial for partitioning
the buckets into register blocks.

4. EXPERIMENTS
This section begins with our experimental platform’s de-

scription, then our two implementations of the PsFFT are
benchmarked.

4.1 Experimental setup
Table 1 describes the main characteristics of the experi-

mental platform.

Architecture X86 64

CPU Intel Xeon E5-2670 (Sandy Bridge)
Cores 8
Clock 2,6GHz
L1 Cache (D+I) 32KB + 32KB
L2 Cache 256KB per core
L3 Cache 20MB (shared)
Main memory 132GB
Watts × hour 95

Table 1: Platform configuration used in our tests.
†Only one of the two sockets on the node was used

The software stack consists of: Red Hat Enterprise Linux
Server release 6.3 (Santiago), Intel compiler suite version
13.1.1 and FFTW version 3.3.3. The experiments were car-
ried out without NUMA aware optimizations and repeated
multiple times to discard spurious OS effects. Our experi-
mental results were systematically compared with the refer-
ence results to maintain numerical correctness.

4.2 Version 1.0 results
The implementation benchmarked in this section is the

one described in Section 3.1. Figure 8 shows the overall

elapsed time (in terms of k-curves and FFTW results) from
introducing parallelism. The figure covers relevant selected
experiments, with small to large data sets and varying spar-
sity. A parallel FFTW function is called within the algo-
rithm. The speedup is good considering that the algorithm
is nearly a worst-case scenario in terms of memory access
(completely random).
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Figure 8: Profiling Results for parallel sFFT. One
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For illustrative purposes we have chosen one particular
experiment (N=225 and k=1000). This will demonstrate
the main performance characteristics of the parallel ver-
sion of sFFT. The scaling results in Table 2 show that the
perm+filter stage reaches 5.9x maximum speedup with 8
threads. Not all of the sFFT stages have been efficiently
parallelized (called others in Table 2), and Amdahl’s law
bounds the overall scalability of the algorithm. Another
limiting factor is sFFT stage 3-5 of exhibiting poor parallel
behavior.

Table 2 shows that (for the one thread case) the combi-
nation of stages perm+filter, 3-5 and estimation together
correspond to 90% of the total elapsed time. The same met-
ric corresponds to 71% for eight threads, meaning that all
the stages need to show better speedup in order to improve
the overall scalability of merely 2.8x for 8 threads. The
last column compares FFTW against PsFFT. For 1 thread,
PsFFT is 4x faster than FFTW but only 1.9x for 8 threads.
Parallelization improvements are required in all stages for
improved overall scaling.

4.3 Version 2.0 results
Results for the version described in Section 3.2 are listed

in this section.
Figure 9 shows that most of the curves shift down in com-

parison with Figure 8, implying a performance improvement
across most of the cases. This will again be illustrated using
a selected case (N=225 and k=1000).

Results in Table 3 show that (for the one thread case)
the combined elapsed time of perm+filter, estimation and
stages 3-5 correspond to 95% of the total time. The metric
then becomes 85% for eight threads. Table 3 shows that the
scalability of the PsFFT algorithm peaks around 4.8x (of 8
threads) for total execution time. The perm+filter stages
reach 5.4x speedup on 8 threads and the estimation stage



threads Perm+filter S Stages 3-5 Estimation S Others total S FFTW S FFTW/PsFFT

1 0.563 1.0 0.053 0.016 1.0 0.086 0.708 1.0 2.861 1.0 4.0
4 0.154 3.7 0.035 0.005 3.2 0.077 0.271 2.7 0.862 3.3 3.2
8 0.096 5.9 0.082 0.006 2.6 0.074 0.258 2.8 0.495 5.8 1.9

Table 2: Scalability for test N=225 and k=1000. The label S for columns stands for scalability in this and the
following tables. Results for implementation version 1.0

threads Perm+filter S Stages 3-5 S Estimation S Others total S FFTW S FFTW/PsFFT

1 0.415 1.0 0.046 1.0 0.011 1.0 0.027 0.499 1.0 2.861 1.0 5.7
4 0.117 3.6 0.014 3.3 0.007 1.6 0.013 0.151 3.3 0.862 3.3 5.7
8 0.077 5.4 0.009 5.1 0.002 5.5 0.016 0.104 4.8 0.495 5.8 4.8

Table 3: Scalability of version 2.0 for N=225 and k=1000 testcase. Column label S stands for scalability in
this and subsequent tables.

version Perm+filter S Stages 3-5 S Estimation S total S

orig 0.757 1.0 0.057 1.0 0.020 1.0 0.893 1.0
2.0, no OMP 0.438 1.7 0.047 1.2 0.011 1.8 0.522 1.7
2.0, 1 thread 0.415 1.8 0.046 1.2 0.011 1.8 0.499 1.8
2.0, 8 threads 0.077 9.8, 5.4 0.009 6.3, 5.1 0.002 10.0, 5.5 0.104 8.6, 4.8

Table 4: Scalability for N=225 and k=1000. All techniques factored in the results. The fourth row compares
with the original MIT implementation and against the one-thread result of our implementation (version 2.0)
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Figure 9: Profiling Results for parallel sFFT. One
curve per relevant k value and number of OMP
threads

reaches 5.5x speedup on 8 threads as well. This represents
a big improvement across all stages. The one-thread per-
formance of all stages was improved over version 1.0. With
regard to the last column in the table, for 1 and 8 threads,
PsFFT is 5.7x and 4.8x faster than FFTW, respectively,
whereas version 1.0 in Table 2 was only 4x and 1.9x faster
than FFTW. The main impediment to overall scalability are
the “others” functions. The overall scalability is lower than
the one obtained for FFTW, but still the PsFFT overall
elapsed time is a fraction of the FFTW elapsed time.

Table 4 shows the comparison between our most optimized
version of the algorithm against the original MIT implemen-
tation. This comparison includes all the techniques of Sec-
tion 3. The techniques employed in versions 1.0 and 2.0
also improve the baseline performance of the algorithm: Ta-
ble 4 shows that the baseline performance of version 2.0 is
70% faster than ’orig’ far better than any priorly published
work [8, 9].
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Figure 10: Scalability results. Black areas represent
invalid experiments

Figure 10 depicts the effects of varying both N and k on
the overall scalability. The parallel version of the algorithm
performs optimally for cases where N is larger than 222 and
any valid k parameter.



5. DISCUSSION
A wide range of sequential algorithms can be parallelized.

Some sequential algorithms do not possess the memory ac-
cess characteristics that enables them to perform well in par-
allel: access patterns are not predictable nor regular. Unfor-
tunately, the sFFT is such an algorithm. This class of algo-
rithm cannot achieve peak performance or a perfectly linear
parallel speedup. For those reasons, the original sFFT im-
plementation was reimplemented in C. For parallelization,
OpenMP was employed as well as a set of specific memory
optimizations.

A speedup of ∼ 5x for 8 threads was achieved for relevant
test cases. This is competitive when compared directly with
the speedup of FFTW. Even if the speedup is not optimal,
it was found that the elapsed time for PsFFT is much lower
than FFTW: enabling PsFFT to be used for a larger number
of cases. This can be observed in Figures 9 and 8.

For instance, in the case of N = 225 and k = 5000, we no-
tice that PsFFT in Figure 9 falls below FFTW, in compari-
son to the same case in Figure 2 where N = 225 and k=5000
which is slower than FFTW. The improved efficiency implies
that a wider range of applications requiring larger values of
N and a wide range of k could easily benefit from sFFT.

6. CONCLUSION
In this paper, we optimize and parallelize a sparse FFT al-

gorithm using different strategies to improve temporal and
spatial locality. sFFT is representative for a class of im-
portant complex signal processing algorithms that are per-
formance limited by irregular memory access patterns and
difficult to parallelize efficiently.

We achieved ∼ 4-5X speedup using 8 threads on an Intel
SandyBridge 8-core multiprocessor (i.e. 50-60%) for a range
of realistic and relevant data set sizes and sparsity in in-
dustrial problems. These improvements widen considerably
the range of data set sizes and sparsity requirements where
sFFT performs better than the full FFT.

Future work includes exploring the performance of the
sFFT on accelerator-based architectures such as Graphic
Processing Units (NVIDIA or AMD) and Intel Xeon Phi.
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